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Foreword 
For most business people working in the technology industry it’s a familiar
tune. You’ve just landed a great job with a great new company in a space
you’re totally unfamiliar with. Such is the lot of many entering the world of
enterprise data. It’s an industry where duplicitous jargon gets tossed around
like salad dressing, where even people with decades of expertise can get
confused. For marketers, executives, and basically anyone who has been
brought in because of their business expertise, rather than their technical
acumen, there isn’t an introductory manual that allows you to ramp up
quickly.

With this ebook, we hope to provide such a manual. A Beginner's Guide to
Enterprise Data is a fast and hopefully somewhat fun 75 minute read that will
get you up to speed on the basics. It’s by no means a comprehensive
anthology, but once you have the basic principles discussed in this eBook,
you’ll have a firm foundational understanding that will allow you to delve into
more ‘in the weeds’ topics with confidence. We hope you enjoy reading this
book as much as we enjoyed writing it!

For more visit www.msrcommunications.com.
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Section 1: What are the different types of data?

We now live in a data-immersed society. What used to be a term that was mostly the domain
of folks in white lab coats is now thrown around by just about everyone--salespeople, soccer
players, surfers, you name it. “How much data do you get in your plan?” “Do you get unlimited
data?” So the burning question is, what is data? 

Data is basically just raw information about something--anything--in some form that allows it
to be captured and stored. That could be anything from the massive files stored on AWS
servers to the Dead Sea Scrolls sitting in clay jars. Furthermore, what is considered “data” is
highly subjective. You may not consider a chimpanzee splashing paint on a canvas to be data,
but a primatologist just might. 

With that said, data does for the most part fall into common categories that are useful for
business folks, educators, IT and data scientists alike. First, let’s look at data from the
perspective of those tasked with analyzing it, who tend to look at data as either numeric or
categorical. 
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Numeric, categorical and time-series
Numeric data is pretty much what it sounds like--numbers that represent measurements or
values.  So if you’re building a data table on the housing market in U.S. cities, the price of a
house would of course be numeric, as would square footage. Numeric data is typically
continuous, meaning that it can fall just about anywhere within some given range that lies
within the natural limits of what you’re measuring (you’re unlikely to find a house that costs a
trillion dollars). In fancy scientific terms, this is also called “quantitative” data because it
describes a quantity of something.

Other data is considered ‘categoric’ in that it assigns an item or event to one of few different
classifications. For example, ethnicity, sex, and eye color would all be considered categoric
data points. Categorical data, however, can also be numerical if it’s “discrete” -- for instance, if
it describes some limited range, like the number of members in a family. This wouldn’t
normally be considered continuous data, because you can’t have 1.798 members in a family. It
has to be a whole number along a very limited scale, like 1-20 (yes, there are some families
with 20 members). Categorical data is sometimes called “qualitative” data because it
describes a quality.

A third kind of data is time-series data, which involves a time--i.e. 11:33:32 AM, Dec. 14, 1968--
and some kind of value, such as blood pressure, the speed of a car, the amount of sunshine or
rainfall, and so forth. This gets a little murky, because time-series data is clearly numeric in
nature--perhaps it’s best to think of it as a special type of numeric data. But, time-series data
is becoming extremely important now because of the Internet of Things. When you hear
about “data coming in from sensors,” it’s almost always time-series in nature.

Structured vs. unstructured
Sometimes we think about data in terms of how it is organized, as is the case with structured
and unstructured data. Structured data is more of what you’d traditionally think of as data--
organized in a data table or spreadsheet, typically in columns and rows. Unstructured data, on
the other hand, often isn’t so easy to organize, and can include a wide range of things from
images to emails to an mp3 of a phone message. This too gets a little murky as unstructured
data can sometimes be organized in a structured manner--emails, for example, could be
formatted to a table according to time sent, sender, etc. 

Big, bigger, and biggest data
Of course, no discussion of data would be complete without talking about “Big Data.” As the
term refers to amounts of data, and not the type, Big Data can come in just about any form,  
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and the only qualifier is that there needs to be a lot of it. We’ll talk about it in more detail in the
next section, but It can be structured, coming from enterprise systems like ERP, or it can be
unstructured, such as photographs, CAD files, and social media posts (which are actually
HUGE contributors to the Big Data movement). Unstructured data, in fact, may make up one
of the fastest growing categories of data, which isn’t too surprising considering that the
number of channels that people communicate through is proliferating rapidly. Time-series
data is also a major contributor to the mountain of Big Data that companies are grappling with,
as many IoT systems take readings in sub-second intervals from massive networks of
thousands of sensors--it adds up quickly!

Big Data has created a unique set of challenges in terms of processing, storage and retrieval.
As it requires big storage and also may be rapidly collected, most organizations find it difficult
to maintain it in an orderly fashion. In fact, there’s an entire category called “Dark Data” that
essentially describes large amounts of data that you’ve stored somewhere and can’t find. But
it also presents a major opportunity in terms of analytics. For example, many of the algorithms
used for prediction in business, medicine, etc. gain higher accuracy with access to larger data
sets. And, we may find that there are certain questions that can only be answered when
massive amounts of data are analyzed.

Of course, regardless of the form of the data, if it’s stored on a computer, it’s converted into
“bits” of 1s and zeros. Eight bits make a “byte”, so when your friend talks about a GB of data on
their cell phone, you can impress them by telling them that they’re actually talking about a
collection of about 8 billion 1s and zeros. Amazingly, those 1s and zeros can be combined in
such complicated ways that they can represent just about anything that human beings can
dream up--everything from an Excel spreadsheet to the special effects in the latest Star Wars
movie. 

Section 2: What exactly is Big Data?

There’s no denying that Big Data is one of the pivotal forces of the modern age; you can’t
throw a rock in San Francisco without hitting a company that claims to be the next big thing in
collecting, analyzing or organizing data, and no enterprise wants to make a decision unless it’s
“data-driven.” But between all the visualization software, actionable business intelligence
insights, and other techno-babbly buzzwords, some of us are left wondering: what is Big Data,
anyway?

Unfortunately, not everyone agrees on the definition. Some people will tell you there is a  
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threshold amount of data a company must hold to be considered “big” (although most of
those people can’t agree on exactly where that threshold is); others will say it’s anything that
requires advanced analytics software to use.

SAS, one of the biggest players in the analytics software game, says it isn’t about how much
data there is, but what a company does with it. They also provide one of the most
straightforward definitions around, even if it doesn’t include any hard numbers: “Big Data is a
term that describes the large volume of data – both structured and unstructured – that
inundates a business on a day-to-day basis.” They go on to explain that Big Data “can be
analyzed for insights that lead to better decisions and strategic business moves.”

That helps some, but some context and statistics might give us more of a solid outline.
According to research published by IDC in 2014, the total amount of data on the internet, or
the “digital universe,” doubles every year. At the time of publication the sum of it all came to
about 4.4 zettabytes, or 4.4 trillion gigabytes (that’s 4,400,000,000,000 if you want to see all
the zeros). The researchers predicted that by 2020 that amount will multiply ten-fold to reach
44 zettabytes. That’s a lot of data; you’d need almost 700 billion iPhone X basic models to
hold it all. It’s definitely big, but the Big Data used by enterprises doesn’t include all of it, so
we’re going to need to get more specific.

According to the same IDC report, by 2020 approximately 37% of that data would be useful if
analyzed. So much of the data floating around in the world is uncharacterized and untagged,
which means that we don’t really know what it is, making it effectively useless. That 37%
prediction, or just over 16 trillion gigabytes, is where analytics companies find their value.
That’s certainly still a big number, but a little easier to work with.

To further break that amount down, experts in the field use what are called the Four Vs of Big
Data: Volume, or the sheer amount of data in a set; Variety, or the different types of data in the
set; Velocity, or the rate at which data is generated and processed; and Veracity, or how
certain and complete the data is. These four factors come together to determine how useful a
data set is to the business that owns it. In layman’s terms, it needs to be a lot of data of varying
kinds, available as soon as possible after it’s made, with enough information and context to be
sorted and used to inform decisions.  

That’s all well and good, but it leaves us with one big question: when a business has all this
data gathered, analyzed and sorted, what do they do with it? Sure, informed insight and data-
driven decisions sound nice, but what do they actually mean?
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It’s actually fairly straightforward. Data scientists, with the help of powerful computers, pore
over the information provided to help make decisions. For governments, that can mean
looking at traffic or crime data to find patterns and improve the systems in place. For
healthcare, it can help to determine which treatments are effective or fix problems with their
payments systems. There are a million ways to use it in just about any field you can think of.

In short, “big” data is a major understatement, and it has practically unlimited applications,
because in every industry there are lots of decisions to be made at all levels, and all of those
decisions will be better if the person making them has access to as much information as
possible. When you put it that way, it’s a lot easier to see why the concept has taken tech by
storm over the last couple of decades!

A Beginner’s Guide to Enterprise Data



Section 1: Where does data physically live? The datacenter explained

While some industry jargon might make it seem otherwise, there is no data stored on the
internet. All electronic data resides on a computer that lives somewhere. Typically, this
computer is called a “server”, a term related to the ‘client-server’ architecture model in which
one computer--the ‘client’--makes requests of another computer that fulfills those requests,
or the ‘server’. A server actually could be any computer. For instance, you could host your
company’s website on a PC sitting in your garage--it would be a very bad idea, but you could
do it. 

More often, data that isn’t associated with a specific computer lives in a datacenter--a facility
that has not only servers, but also all the equipment needed to make it usable, like routers
and switches, as well as all the components that keep it safe, like firewalls,
backup/redundancy systems and systems that protect it physically. Most large organizations
have their own data centers (described as ‘on-premises’), but increasingly organizations rent
data storage from third-party vendors (the biggest of which are AWS, Google and Microsoft).
The latter is typically referred to as ‘cloud storage’, which is essentially a fancy name for using
someone else’s computers. 
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Data centers come in all shapes and sizes. If you’re (unwisely) hosting your website from a

PC in your garage, your garage is a data center. At the other end of the spectrum, the data

center might reside in a military-guarded facility underneath a mountain.

Where to store the data? That is the question...

For all organizations, the question of where to store the data is an important one that

balances various forms of risk, as well as performance. On the risk side, companies

grapple with whether or not their data is safer from external or internal threats in their own

private facilities, or if it’s better entrusted to AWS, Google or Microsoft. As the

aforementioned companies have better resources than just about any other organization,

many make the argument that data is safer in the cloud than it is on-premise.

Additionally, the cloud storage approach allows you to sidestep the cost of building and

maintaining your own data centers. The cost of running your own data center can be

immense--the electric bill alone required to keep the servers cool can be astronomical,

not to mention all the people you have to hire. On top of this, companies often don’t know

how much computer power they’ll actually need, and often are stuck overspending by

purchasing too many servers.

Cloud storage, on the other hand, offers the opportunity to rent only the amount of

storage you need from one of the big cloud vendors. If you find that you need more than

you originally thought, getting more is often as easy as a few mouse clicks (vs. having to

go out and buy/configure new servers to meet unexpected demand). This ability to

quickly increase your data storage capacity is often referred to as ‘scaling’ (a concept

which is taken to its extreme with hyperscale data centers). As a result, many small,

medium and large organizations find that the cloud offers better economics. For a

refresher on the underlying technologies that make this possible, see Chapter 4.1 on

virtualization. 

An additional storage scheme that’s worth mentioning is co-location, in which multiple

organizations share the same datacenter in order to better absorb the costs. And finally, it

should be mentioned that in real life companies mix and match all of these models. For

example, you’ll frequently hear the term “hybrid IT” used to describe an organization that

mixes cloud and on-premises resources. 
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Einstein’s universal speed limit affects data center strategy

There are also issues of availability and performance. For instance, some applications

require incredibly low ‘latency’--in other words the time lag between when an action is

initiated and when it is carried out has to be almost non-existent. You’d think that the

amount of time earth geography adds to computing actions would be negligible, as

electricity travels at nearly the speed of light. However, remember that computer

operations can be composed of thousands, even millions of actions, and when you

compile the sub-second latency up for each one it starts to add up to a significant time

lag. So for some applications using a data center that’s located in a different state or

country isn’t an option.

For example, some Wall Street trading platforms need to have their data centers in very

close proximity, or their software will run too slowly to be competitive with other trading

platforms. And since it’s impossible to transmit data faster than the speed of light, this

remains for the time-being an unsolvable challenge. On top of that, in general, cloud

storage or any sort of remote data architecture that relies on the internet to transmit data

presents the specter of an internet outage making it impossible to function.

We’re all our own personal CIOs now

Actually, most of us make datacenter decisions--we just don’t call them ‘datacenter

decisions’ per se. If you use DropBox to store your files, you’ve probably made a decision

that the DropBox corporation with its billion-dollar resources is better equipped to keep

your files safe than you are, with your limited resources. On the other hand, if you lose

internet access, you may temporarily lose access to the latest version of those files. This

is similar to the tradeoffs that large organizations must weigh in determining their storage

schemes.  

Section 2: Databases rule the world--but what the heck are they? 

A database is probably one of the most basic structures of information technology, yet as

a concept it can actually be a tricky one. This is partially because of some disagreement

about what actually constitutes a “database”, and also because of the rise of something

that is referred to as “distributed computing”, not to mention confusing terminology and

the penchant of techies to use conflicting terms to describe the same thing.  
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Software. Software just happens to be the medium for organizing it, and most database

software is referred to as a “database management system” (dbms), rather than a

“database”. It’s not a database until data is stored on it.

Storage device. To be sure, a database has to be stored somewhere, and it always

resides on some kind of storage hardware, whether it be on a single computer, an

enterprise-grade server or a group of servers in the cloud (more commonly known as a

“cluster”). If a database was a person, the storage device would be the house.

Data. Although it may seem counterintuitive, data does not always reside on a

computer in database form, and the mere presence of a bunch of data on a drive

doesn’t constitute a database. In fact one of the major technologies enabling Big Data,

Hadoop, is not considered a database, even though it is a vast collection of data. A

simple way to think about it is that there is kind of a minimum threshold of structure

and purpose required for a collection of data to be considered a database.

Generally speaking, a database is a collection of data points that have some kind of

logical connection to each other and are stored on a computer in some kind of structured

form that makes it possible for the information to be retrieved. It’s also helpful to

understand what a database isn’t:

The relational database: the grandfather of databases

A relational database is perhaps the most familiar kind of database. It’s often described as

“relational” because it organizes each piece of data in relation to another piece of data in

the database. It uses a structure that’s familiar to anyone who has ever looked at an Excel

or Google spreadsheet where you’ve got columns and rows of data. But there is a little

more to it than that. What you’re probably visualizing right now actually isn’t the whole

database, but rather a section of the database referred to as a “table”. A relational

database can have numerous tables, and sometimes the information in one table can be

mixed and matched with the information in another table using “joins”.  

You may be thinking that a table is basically the same as a “tab” on a spreadsheet, but

you’d only be partially right. A table is really just a presentation of the data that exists in a

database, whereas in a spreadsheet, the tab is the actual data. Additionally, a relational

database may be much, much bigger than anything you’d store in a spreadsheet,

sometimes containing millions of rows of data. Also, most relational databases are a bit 
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more finicky than a spreadsheet and are set up to only contain certain kinds of data (for

example, some columns can only store integers, and some can only hold a certain

number of letters). This is a good thing! Otherwise they’d be full of even more

inconsistencies and junk than they already often are.

In a relational database you can create tables on the fly by mixing and matching columns

that may be present in other tables using something that you’ll hear referenced all the

time in the database world: SQL (pronounced either “sequel” or as S.Q.L.). SQL stands for

“structured query language”, and it’s basically just a way to talk to the database and tell it

to do things (the way C3PO talks to the Millennium Falcon in computerese). So when you

want to get information from a relational database, you typically use some form of SQL or

near-SQL language.

There are a ton of different relational databases, and the one you use probably depends

on your needs and capabilities, and companies make decisions based on budget, the

amount of data they anticipate having to deal with, and the purpose of the database. Will

you be analyzing data? Do transactions rely on the data? Organizations that opt for an

open source relational database (meaning that its code is open and it is typically free) may

look at SQLite for “small data” or PostgreSQL or MySQL for web applications that don’t

require massive scaling. Those requiring a more secure, scalable, enterprise-grade

solution may look at OracleDB or Microsoft’s SQL Server, which come with a significant

price tag but are designed to serve banks and other institutions where the stakes for

database performance are very high.

NoSQL

The term “NoSQL” applies to a set of databases that are built for very large scale usage,

where the need to organize massive amounts of data outweighs some of the needs for

consistency that a relational database applies. They’re usually leveraged in “distributed”

environments, or in other words computing environments that leverage more than one

computer. Some prefer to refer to the category as “not only SQL” rather than NoSQL in

order to emphasize that they’re not trying to replace relational technologies. The

database management systems employ different schemas to accomplish their varied

objectives, but typically these are simpler than those used in relational databases, and

that’s a part of why they can achieve such massive scale. Other than that, there’s not 
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Consistency. This means that the data has “every read receives the most recent write or

an error” according to Wikipedia. If that’s not very helpful, don’t worry--it isn’t for most

people. Think of it this way: If I withdraw the last $20 from my bank account, Wells

Fargo’s database had better “write” that into the database immediately, otherwise my

wife could be simultaneously withdrawing it from another ATM. 

Availability. This refers to how much of the time the system is operational. If you can’t

afford to have your database down for even one minute, you require 100 percent

availability, for example.

Partition tolerance. This involves the ability to break up the database into parts and

store it on multiple computers--this is the “distributed computing” that we referenced

earlier, and is extremely important for databases that have to handle massive amounts

of data (such as many of those used by Facebook, Google and other internet giants).

really a common thread tying them together, which makes it somewhat difficult to find a

coherent definition of the category. However, it’s important to note that these kinds of

technologies are a large part of what has enabled companies like Google, Netflix and

Facebook to thrive--the kind of scale they require couldn’t be achieved on relational

databases.

There are a number of different players in the market, but you’ll often hear names like

Aerospike, Redis, CouchDB, MongoDB, Google BigTable, Cassandra and HBase thrown

around in database discussions. There’s also an entire category that sits between

relational and NoSQL, referred to as NewSQL, which attempts to provide the best of both

worlds, and includes MariaDB and its recently acquired ClustrixDB. 

How companies decide which database to use

As mentioned earlier, budget, requirements for security and the nature of the data being

collected all play heavily into database decisions. Additionally, something called “CAP

theorem” plays an important role. In short, the theorem holds that there are three

competing aspects of database design, and you can’t excel in one without sacrificing in

the other two areas, so you’ll always have to decide between:

As you can imagine, companies often find that their applications really do need all three

of these capabilities, so sometimes they have to make some tough decisions in building

their database infrastructure. Fortunately, technology is making its way around CAP

theorem, so the sacrifices aren’t always as stark as they used to be.
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Section 3: The data warehouse--imposing order on chaos

For businesses to have a systematized process/infrastructure for deriving insight from

data--which should be a goal of all organizations--there has to be an organized repository

of all the data that might be required for all business operations and analytical questions.

That repository is generally known as the ‘data warehouse’.

The library vs. the book

What’s the difference between a data warehouse and a database? Honestly, it gets a little

murky because in some instances a data warehouse is actually a giant database. But

generally speaking, you can think of a  data warehouse as the library, and a database as

the book. Data warehouses store and organize data from a variety of systems, whereas a

database is usually collecting data from one source. 

Then there’s the ‘data lake’, such as Hadoop, which on the surface might sound a lot like a

data warehouse. The difference is in how they’re organized (or not organized). A data

warehouse, like a relational database, has a predefined order or structure (schema) to it.

Just like you wouldn’t see a librarian throwing books on any old shelf, a data warehouse is

designed to store data in a very specific way. If data doesn’t fit its schema, it doesn’t go in.

Another way of saying it is that the data has been ‘processed’, or put in a form that’s more

or less ready to use (note the ‘more or less’, as this is the case in theory but not

necessarily in practicality). 

The data lake, on the other hand, is a place where you can throw any data in its raw,

unprocessed form. This makes it perfect for organizations that are collecting data faster

than they know what to do with it. If the idea of throwing a bunch of stuff in a pristine lake

is unappealing, think of it as a garage. But we’ll talk more about data lakes in the next

section on Hadoop. Suffice it to say for now that a data lake takes anything, while a data

warehouse is highly selective.

Though there be warehouses many...

Data warehouses can have subunits too, called ‘data marts’. Sometimes big companies

find that it makes more sense to have smaller repositories that are specific to certain

departments. Like databases, data warehouses can be physically housed in several
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different ways. A company might house it in its own datacenter, or they might house it on

servers that they rent from a cloud provider like AWS or Google.

Regardless of where they reside, they have a fundamental goal of data consistency. You

see, one big problem in data management is that there are multiple copies of the same

data, and those copies don’t always agree with each other, which can lead to very sloppy

analytics and business intelligence that is, well...not so intelligent. The data warehouse,

therefore, can be seen as the system that imposes order on what would otherwise be

data chaos. 

As you can imagine, data warehouses have massive technology requirements, so it may

not be too surprising that the biggest tech companies like Oracle, AWS, Teradata,

Cloudera and MarkLogic are among the top providers. 

Section 4: Making sense of Hadoop--HDFS and YARN

If you’re working in anything related to tech--and maybe even if you’re not--you’ve

probably heard a rather strange word: “Hadoop”. If you still can’t figure out what exactly it

is, don’t worry, you’re not alone. Hadoop is very difficult to understand if, like most people,

you’re gathering bits and pieces of info here and there. And sorry, Wikipedia, but your

page isn’t very helpful if you aren’t a computer scientist. But when you deconstruct it layer

by layer, the puzzle starts to make sense. 

Data is being generated at breakneck speeds and volumes that were unfathomable even

a decade ago, and organizations are asking, where do we put it and how do we utilize it

once we’ve put it there? Hadoop is an ecosystem of tools for storing, analyzing, and doing

all kinds of other cool things with “Big Data”. You may have heard of a petabyte, which is

literally more than a million billion bytes of information. And you may have heard of an

exabyte, which is an order of magnitude beyond that. Hadoop is used to go beyond these

and handle zettabytes and yottabytes--basically you’ll need scientific notation to write

these out the number of bytes in these without getting cramps in your hands.

Hadoop started in 2005 when a Yahoo! team led by Doug Cutting and Michael J. Cafarella

in 2005 took principles from a Google paper and ran with them to create a better search
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HDFS manages the storage, or figures out where to put the data when it is imported

into Hadoop. (Remember, this may be on thousands of servers, so it’s quite a job.) It’s

kind of like those people at Disneyland who direct you to your parking spot.

YARN (Yet Another Resource Negotiator) manages the computation resources and

schedules jobs. So it tells the servers ‘you do this’ and ‘you do that’.

MapReduce is how humans interact with YARN and tell it what to do

engine. You see, a search engine requires incredible computing power, and the standard

computing model based on a single computer wasn’t nearly enough--they needed a way

to combine the power of multiple computers. Hadoop did just that. Eventually they felt

guilty for stealing Google’s ideas and turned it over to the Apache Software Foundation as

an open source project. (I’m totally kidding about the “guilty” part. These are great guys,

no one accuses them of anything bad.)

One extremely important point--aside from its ability to store/manage massive amounts

of data--is that Hadoop is also distinguished by its ability to manage almost any type of

data, whether it's relational, semi-structured or unstructured. So while a SQL (relational)

database is fairly narrow in what it can manage, Hadoop takes everything from

spreadsheets to videos of cats falling into toilets. 

It’s probably not very important to know that Hadoop’s core components are written in the

(highly confusing) Java programming language and is architected for Linux (so people

using Windows, Mac, etc. need to run it on virtual machines). But if anyone ever asks you,

there you have it. It is important to know, however, that the wider ecosystem of Hadoop

has adapted so that you can use almost all of the major programming languages--

particularly SQL and Python, which are important languages for data engineers and data

scientists.

Am I my brother’s zookeeper? Fitting it all together

Hadoop itself has three core components: 

And then there are a litany of applications that connect with Hadoop and do various cool

things, like Pig, Hive, HBase, Scoop, Flume and others. You may have noticed that some of

these are named after animals (and Hadoop itself was named after a toy stuffed elephant).

Well, every zoo needs a zookeeper. Ambari provides a general monitoring dashboard, 
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while Zookeeper, as the name suggests, offers a centralized way to run all these systems

in concert.

Hadoop uses three major computing principles to perform its magic: clustering, schema-

on-read and map + reduce, which we’ll explain in the next few sections.

Section 5: Making sense of Hadoop--clustering

Now let’s dive into its ‘secret sauce’ to explore the major computing principles Hadoop

uses to perform its magic, starting with clustering.

Dividing and conquering: four regular guys are stronger than one muscleman

Traditional computing is done on one or two computers through the ‘client/server’ model.

This means that one computer is directing either another part of itself, or another

computer (in most cases referred to as a ‘server’) to do something. And that model has

served (no pun intended) us well for several decades now. But, in the era of massive

datasets and applications with millions of worldwide users, the demands are often

beyond a single computer to handle. Hadoop gets around this by using multiple

computers to do a job. 

Think of it like any other job. If you need to lift a piano up a flight of stairs, even the world’s

strongest muscleman will throw out his back. But for four or five regular-sized guys, this is

no problem. Computing works pretty much the same way. Hadoop uses what’s known as

a ‘clustering’ paradigm, which uses groups of servers (computers) vs. a single server for

storage, processing and computation. This goes by multiple names, and you may have

heard of it referred to as ‘distributed computing’ or ‘scaling out’. With Hadoop, rather than

‘scaling up’, i.e. moving data to a bigger and more powerful server, organizations are able

to ‘scale out’ by simply adding servers to the job. The really nice thing about this is that

with this model, those servers (computers) can be ‘commodity’, which is a fancy way of

saying that they’re just normal, run-of-the-mill servers (regular guys vs. musclemen).

You boss around the ‘name node’, which bosses around the data nodes

Tying back to the previous section, these are working under the coordination of Hadoop’s

core components, HDFS and YARN (we’ll get to MapReduce shortly). The ‘secret sauce’ 
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involves dividing and conquering the work, so that each server is only involved in part of

the task. Just like building a house--rather than a single builder doing everything, a team

does various jobs in concert. Each server is described as a ‘node’, and you can start with a

single node cluster and add computers as you go (technically a single node isn’t a cluster

yet--multiple nodes make up a cluster, but no one will yell at you for referring to a single

node cluster).

Each cluster has a kind of a ‘boss’ server, referred to as a name node, that receives your

requests and coordinates all the activity, and one or more data nodes that actually do the

work according to the direction provided by the name node. Carrying on with the house

building analogy, the name node is like the contractor or foreman, and the data nodes are

the various construction workers and specialists. In the traditional ‘client/server’ model,

you (the client) are directing a single builder. In Hadoop you’re directing the contractor,

who then in turn directs an entire group of workers. 

Blowing the lid off the limits of computing power

The ability to run programs on a cluster, vs. just one computer, is key to Hadoop’s ability

to handle Big Data, and Hadoop can literally ‘scale out’ from a single server to thousands

of servers. Essentially, this has blown the lid off the limits of computing power and

enabled things to be done that we couldn’t have dreamed of a decade ago. Facebook?

Not possible without clustering. Google? Don’t even think about trying anything akin to

this on a single computer. 

Why not use Hadoop for everything? Experts are quick to point out that Hadoop does

sacrifice some efficiency in favor of massive scalability, and may present problems when

you’re dealing with smaller scale data.  However, things are changing fast, and in a few

years, who knows? Hadoop may be a viable solution for small datasets as well, but for

now we’ll have to wait and see.

So how does all of this stuff get done? How do four, five or even a thousand computers

work together to perform a job? They do it with MapReduce, and with schema-on-read,

which we’ll talk about next!

Section 6: Making sense of Hadoop--Map + Reduce
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We just talked about Hadoop’s secret sauce--clustering--that enables it to handle

massive datasets, up to ‘Yottabytes’ (yeah, that’s a real thing, it’s a septillion bytes).  Now

let’s talk about another main ingredient in Hadoop’s secret sauce: MapReduce.  

Hadoop uses a distinct technique to process data, or get it into usable form, called

MapReduce. Unlike many other aspects of computer science, MapReduce does what it

says--it “maps” out the data that you need, and then “reduces” it to a form that you can

use. The ‘mapping’ collects the data that is relevant to your query or other action, which

has been sliced apart and stored on various nodes of your cluster (a fancy way of saying

that your data is stored on a bunch of different computers, and Hadoop fetches it for you).

Meanwhile, the ‘reduce’ portion takes that mapped out data and spits out whatever it was

that you specifically asked for. 

Example: Mapping and reducing all the Johns in San Jose

So if I wanted to find out how many people named “John” there are in the San Jose phone

database, Hadoop would “map” all the Johns across all the nodes, and then “reduce” that

to a calculation of the total number of Johns. It’s important that the data itself doesn’t

change during this process, only our view of it changes. And that’s part of the advantage

of Hadoop in general--we’re getting a very simplified view of data that is actually

dispersed in very complex ways.

In old school computing, stuff gets done sequentially--one cook in the kitchen (otherwise

known as a CPU) working really fast. But MapReduce is part of a new generation of

technologies that carry out multiple tasks in parallel--coordinating many cooks in the

kitchen to get things done much faster than if they had to be conducted sequentially. 

Will the real MapReduce please stand?

One last point of clarification--there are two kinds of MapReduce! There’s the kind of

processing paradigm that we’ve been talking about--which you’ll often see written as

map+reduce--and then there’s an actual software layer in Hadoop called MapReduce that

carries out these functions. The reason it’s important to differentiate the two is that there

are now other kinds of software that can do the mapping+reducing, and many of them are

much better than the original MapReduce, such as Tez.
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Section 7: Making sense of Hadoop--schema-on-read  

What makes a ‘data lake’ a lake? You can throw as much stuff in it as you want, as fast as

you want, an ability brought about in no small part due to “schema-on-read”. Much of the

data that organizations collect may not be storable in the standard relational databases

that companies use.  Organizations have traditionally used a ‘schema-on-write’ approach

(also referred to as ETL--extract, transform, and load), where data has to be fit into a

specified schema before it is stored. This is all fine and dandy, but the catch is that you

have to know how you’re going to define and use the data before you load it. 

For example, if I had data that said “Michael Burke, 13B79 $25, 10/29/18, Big Fish”, I’d

need a database table “scheme” that told me that some guy named Michael Burke, with a

customer ID of 13B79 purchased a Blu-ray copy of “Big Fish” for $25 on October 29 last

year. With most enterprise databases, it’s not just that the data doesn’t make any sense

without this scheme--the database may literally be configured to prevent you from

inputting undefined data. With Big Data, such a level of detail isn’t always feasible, as data

that might be highly useful doesn’t necessarily fit into a schema, and you certainly don’t

always know what you’re going to use it for. Additionally, the speed and volume with

which you’re collecting it makes fitting it all into a schema unpractical. Hadoop pioneered

the “data lake” concept--capture all your data now, and decide what to do with it later. 

Lessons on read vs. write from Scrooge

Before we get too deep into schema-on-read, it’s important to understand what “write”

and “read” mean in database parlance. Writing is nothing more than putting data in--think

of an old school ledger, where Ebeneazer Scrooge inks the following:

“Bob Cratchet, Hired: 12/25/1873 at 6 shillings/week; pay as of 12/25/1883: 6

shillings/week”

The old miser has performed a database “write”. What’s a “read”? When he puts on his

glasses and reads what he’s written, he’s performed a database read (consequently

learning that he hasn’t given Bob Cratchet a raise in 10 years). Similarly, when we input to

or query info from a database, we’re performing a “write” and “read”, respectively.
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Avoiding the traffic jams of Big Data

Imagine if in order to get into your favorite pop star’s concert everyone had to fill out a

form with the ticket taker--even a very short form would dramatically slow everything

down. Likewise, when the old-school ETL approach is used with Big Data, bottlenecks

occur, servers crash, data gets discarded, and generally bad things happen. Hadoop

makes Big Data in its raw form useful--I could actually store “Michael Burke, 13B79 $25,

10/29/18, Big Fish” without a neatly defined table. The ‘schema’ is applied when you’re

ready to do something with the data, rather than when it’s loaded. 

The “schema-on-read” approach--made possible by the map+reduce paradigm--allows

us to apply structure to data when it suits our needs. It also allows the data to be

manipulated during “reads” in such a way that the original data isn’t altered. The basic

idea: collect the data now, and then decide what to do with it when you actually know

what you need to do. Contrast this with the ETL/schema-on-write/data warehousing

approach, where you’re forced to make assumptions about how the data might eventually

be used before storing it, and you begin to see the value of Hadoop. 

Other advantages of the schema-on-read approach include the ability for multiple

business units to use the same data simultaneously--one department doesn’t have to own

a dataset, and it can be made available to all.   

Fault tolerance: “it’s not my fault”, I swear

Both clustering and the schema-on-read paradigms support what’s called “fault

tolerance”, which means that when a server goes down it doesn’t throw your system into

chaos. With clustering, there's no single block of information that isn’t retained as a copy

on a separate node (though no one single node contains all the information). Imagine that

you had a group of five or six people in your department, but for every team member

there was at least one other who shared their knowledge and skill set. If a team member

quit or came down ill, you’d be able to carry on fairly easily. Similarly with Hadoop, when a

server goes down the other servers can instantly adapt and continue operation without a

hiccup.

The way Hadoop pulls this off is similar to how human beings do it. Most human teams

have a manager that determines who does what, and can reassign when someone leaves 
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or is sick. Similarly, Hadoop clusters (‘teams’ of computers or servers assigned to a data

set) have a “Job Tracker” that tells the other servers (or ‘nodes’) called “Task Trackers”

what to do. When a Task Tracker goes down, the Job Tracker reassigns work.

So that pretty much wraps it up. In sum, Hadoop is a system for handling the 3 Vs of Big

Data--volume, velocity and variety. It is specifically designed for massive amounts of data

and currently isn’t ideal for smaller data volumes. However, as it’s also designed to be

built on, and is in fact an ‘ecosystem’ of applications rather than a single application, the

sky's the limit for what can be done in the future, so we can expect to see some very

interesting things.
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Section 1: Understanding data roles

With the rise of Big Data has come the accompanying explosion in roles that in some way
involve data. Most who are in any way involved with enterprise technology are at least familiar
with them by name, but sometimes it’s helpful to look at them through a comprehensive lens
that shows us how they all fit together. In understanding how data roles mesh, think about
them in terms of two pools: one is responsible for making data ready for use, and another one
that puts that data to use. The latter function includes the tightly-woven roles of Data Analysts
and Data Scientist, and the former includes such roles as database administrator, data
architect, data engineer and data governance manager. 

Ensuring the data is ready for use
Making Sure the Engine Works. A car is only as good as its engine, and according to PC
Magazine the database administrator (DBA), is “responsible for the physical design and
management of the database and for the evaluation, selection and implementation of the
DBMS.” Techopedia defines the position as one that “directs or performs all activities related
to maintaining a successful database environment.” A DBA’s responsibilities include security,
optimization, monitoring and troubleshooting, and ensuring the needed capacity to support
activities, requiring high technical expertise--particularly SQL, but increasingly NoSQL. The
role is technical, but TechTarget maintains that it may require managerial functions, including
“establishing policies and procedures pertaining to the management, security, maintenance,
and use of the database management system.”
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Directing the Vision. With the database engines in place, the task becomes one of creating

an infrastructure for taking in, moving and accessing the data. If the DBA builds the car,

then the enterprise data architect (EDA) builds the freeway system, laying the framework

for how data will be stored, shared and accessed by different departments, systems and

applications, and aligning it to business strategy. Bob Lambert describes the skills as

including an understanding of the system development life cycle; software project

management approaches; data modeling, database design, and SQL development. The

role is strategic, requiring an understanding of both existing and emerging technologies

(NoSQL databases, analytics tools and visualization tools), and how those may support the

organization’s objectives. The EDA’s role requires knowledge sufficient to direct the

components of enterprise architecture, but not necessarily practical skills of

implementation. With that said, Monster.com lists typical responsibilities as: determining

database  structural requirements, defining physical structure and functional capabilities,

security, backup, and recovery specifications, as well as installing, maintaining and

optimizing database performance.

Creating and Enforcing the Rules of Data Flow. A well-architected system requires order.

A Data Governance Manager organizes and streamlines how data is collected, stored,

shared/accessed, secured and put to use. But don’t think of the role as a traffic cop--the

rules of the road are there to not only prevent accidents, but also to ensure efficiency and

value. Responsibilities include enforcing compliance, setting policies and standards,

managing the lifecycle of data assets, and ensuring that data is secure, organized and

able to be accessed by--and only by--authorized users. By so doing, the data governance

manager improves decision-making, eliminates redundancy, reduces risk of

fines/lawsuits, ensures security of proprietary and confidential information, so the

organization achieves maximum value (and minimum risk).  The position implies at least a

functional knowledge of databases and associated technologies, and a thorough

knowledge of industry regulations (FINRA, HIPAA, etc.). 

Making use of the data

We create a system in which data is well-organized and governed so that the business

can make maximum use of it by informing day-to-day processes, and deriving insight

from data analysts/scientists to improve efficiency or innovation.
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Understand the past to guide future decisions. A data analyst performs statistical analysis

and problem solving, taking organizational data and using it to facilitate better decisions

on items ranging from product pricing to customer churn. This requires statistical skills,

and critical thinking to draw supportable conclusions. An important part of the job is to

make data palpable to the C-suite, so an effective analyst is also an effective

communicator. MastersinScience.org refers to data analysts as “data scientists in training”

and points out that the line between the roles are often blurred.

Data scientist--Modeling the Future. Data scientists combine advanced

mathematical/statistical abilities with advanced programming abilities, including a

knowledge of machine learning, and the ability to code in  SQL, R, Python or Scala. A key

differentiator: where the data analyst primarily analyzes batch/historical data to detect

past trends, the data scientist builds programs that predict future outcomes. Furthermore,

data scientists are building machine learning models that continue to learn and refine

their predictive ability as more data is collected.

Working very closely with both of these positions, and providing a bridge between the

preparatory and analytics functions is the data engineer, who gets data ready for analysis.

This involves not just prepping the data, but also actually gathering the data, which might

need to be pulled from the far reaches of the organization (or the globe, if it’s a worldwide

company). Job descriptions here can get a little confusing, because often data scientists

are expected to be able to do a data engineer’s job, and vice versa, so there’s quite a bit

of overlap between these two functions. But generally, the data engineer can be thought

of as the data in the hands of the data scientist for analysis. Consequently, an engineer

might have more expertise in systems (databases, Hadoop, etc.) while the

scientist/analyst would have more expertise in statistics and computer modeling. 

Of course, as data becomes increasingly the currency of business, as it is predicted to, we

expect to see more roles develop, and the ones just described evolve significantly. In fact,

we haven’t even discussed one of a role that is now mandated by the EU’s GDPR initiative:

The chief data officer, or ‘CDO’, who would presumably the guru in charge of the whole

data enchilada!
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Storage and server virtualization: coordinating the use of multiple storage devices or
servers so that they function as a single resource for powering applications or storing data
Operating system virtualization: running multiple operating systems within the same
hardware (or grouping of hardware) in such a way that they operate as a totally separate
systems running on separate physical devices

Section 1: What is virtualization, and what are its “virtues”?

For those not in the IT profession, “virtualization” tends to be a confusing topic, and possibly
for good reason. It deals with the abstraction of computer hardware, and “abstraction” by
definition is, well...abstract. Also, it’s something that for the most part you don’t see because
you’re not supposed to see it. It’s supposed to make your life easier by shielding you from
underlying complexities in IT architecture. 

If you’re wondering whether virtualization has anything to do with virtual reality, it actually
does, at least conceptually. With virtual reality, you’re immersing someone in a reality that
looks and feels real, but actually isn’t. Virtualization, likewise, according to Webopedia,
involves creating “a virtual version of a device or resource, such as a server, storage device,
network or even an operating system where the framework divides the resource into one or
more execution environments.” In simpler terms, it involves creating something that looks and
feels like an independent computer, but in actuality it's just a portion of what is running on
some other computer, somewhere else. In some cases, it’s not just “some other computer” but
a configuration of servers and other resources, and your “virtual machine” is pulling resources
from a variety of areas to function. And it isn’t only that a virtual machine appears to be a real
machine to you--it appears as a single resource to other devices, applications and human
beings as well. 

The different kinds of virtualization
This has all kinds of positive implications for security, disaster recovery and other aspects of IT
resource management such as storage. Which brings us to the main point--IT departments
employ virtualization as a way of simplifying operations and infrastructure, and saving time
and money. As a result, the concept of virtualization is employed in all kinds of ways:
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Network virtualization: the resources of a single network are partitioned or segmented

so that they operate as separate networks (even though it’s all really just one big,

happy network)

Application virtualization: the application appears to run like a normal application on a

single computing resource, but in actuality is “distributed” across a bunch of different

resources  

In fact, there are so many extremely varied use cases for virtualization that it starts to get

a little bit difficult to see what they have in common, but the thread that runs through all

of these and other examples is that it involves consolidating computing resources so that

you can do more with less. To understand how this is beneficial, think about your PC or

laptop. It’s running applications that are installed on your actual computer, but it also runs

a ton of stuff that isn’t on your computer, like Google services, social media sites, etc. In

reality, your computer could never run all of these resources--you’d run out of computing

power before you could say Yahoo! But in “virtual” reality, it is able to coordinate actions

taking place in hundreds of different computing resources simultaneously. While this isn’t

normally considered “virtualization”, the IT concept actually isn’t that much different in

theory. 

How virtualization is done

It’s far beyond the scope of any single article (or even a single really thick book), but for

brevity’s sake, it involves using software applications to create a “virtual layer” of

simplification over underlying computer architecture that is actually very complex. In the

case of server and storage virtualization, this is done by means of a hypervisor (software

that does just that). 

There is a downside, as SearchServerVirtualization points out, in that there may be some

degradation in performance vs. something running directly on hardware, because it

doesn’t necessarily have access to the full resources of dedicated hardware. But, they

also point out that most OSs and applications don’t actually need those full resources, so

the concept tends to work as intended.

Who is doing it?

Pretty much everyone. VMWare is of course the kingpin of all kingpins in the virtualization 

A Beginner’s Guide to Enterprise Data



28MSR Communications

market, and their solutions are used to some degree by just about every sizable

organization in the free world.

Why virtualization matters

Aside from a being a major money and resource saver for companies, and having certain

security and disaster recovery benefits, virtualization is a foundational technology that

paves the way for all kinds of other important things in business and government today.

Perhaps the most notable of these is cloud computing. While virtualization and the cloud

are talked about as separate approaches, in reality cloud computing is fundamentally

built on virtualization, and could never be achieved without it. In fact, so closely are the

two concepts coupled that it’s tough to tell where one ends, and the other begins (which, I

suppose, should be too surprising since it’s all virtual). It doesn’t end there, “Big Data”, or

the ability to collect, store and analyze mountains of data, would not be possible without

heavy reliance on virtualization. Automation, IoT, the list goes on...Virtualization, it turns

out, is a major pillar of modern computing. 

Section 2: Removing "the cloud" from the mysterious ether
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At this point it’s probably not possible to overstate the impact of cloud computing on the

modern technology landscape, as well as the overall economy. It is, however, still

possible to overstate the progress that companies are making in leveraging cloud

computing, and it’s certainly possible to misunderstand how it is actually applied in

practice. With that in mind, we hope this blog will serve as a basic crash course in cloud

terminology that you can use to build your understanding of what is essentially a simple

principle with massive, massive implications.

On-premises vs. the cloud

First, let’s start with the most basic explanation possible. In some ways, it’s unfortunate

that “the cloud” was the term that the industry ultimately settled on because it gives the

impression that applications are running somewhere other than on solid, tangible

hardware. In fact, applications are still running the same way they’ve always run--on a

computer, or on hardware. The main distinction is that they’re being accessed through a

web-based portal, rather than through the device that the software actually resides on.

Thus, you’ll sometimes see the term “on-premises” or “on-prem” listed as counterpoint to

the cloud. All this means is that the software is either running on the computer on which it

is being used, or on a server within close vicinity (in other words, on your company’s own

premises). 

The cloud as a verb, not a noun

In this way, “the cloud” should really be thought of as a strategy, rather than a thing in and

of itself. And whether or not to implement a cloud-based strategy becomes a question of

“does it make more sense for users to run this app on their own computers, or through the

internet?” The advantages of running something on the cloud are abundant. For example,

software over the internet or Software-as-a-Service allows a lot more flexibility in terms of

the number of people that can simultaneously be working on a project, and it helps

companies alleviate the burden of version control. 

Also, for the end user or customer, it relieves them from the burden of having to “babysit

the hardware”. In other words, the software vendor, rather than the user, is responsible for

ensuring that the application runs smoothly. If you’ve ever had to contact Microsoft

support because you’re having trouble with Outlook, you have experienced only a small

taste of what an IT department goes through in ensuring that all of a company’s critical 
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applications run the way they’re supposed to. So in many cases there’s an advantage in

terms of cost and overhead to running things in the cloud. Also, many have argued that,

for companies, cloud-based arrangements help you to more easily avoid “vendor lock-in”

or the tendency to have to continue with a particular kind of software simply because

you’ve invested in it. There are good counter-arguments to this point as well. But, at the

end of the day, I think it’s totally fair to say that if you’re not having to run the software on

your own computers, it’s going to be at least somewhat easier to get out of having to

continue to use it.

Is the cloud always a no-brainer? Einstein disagrees

With all this in mind, the cloud sounds like kind of a no-brainer, doesn’t it? If you answered

affirmatively, there are plenty of thought leaders who’d agree with you--Marc Benioff has

made a career out of it. But, there are still plenty of reasons to keep the on-premise

model going for the foreseeable future. In some industries, security or compliance

mandates are issues that ultimately lead decision-makers to keep certain applications

running on-premise and not in the cloud. 

Additionally, sometimes the functionality and the size and complexity of the application

dictates that it has to reside on the machine through which it is being used. Take, for

example, music recording software applications like ProTools, which require huge

amounts of input and output of data, and also require total real-time ability. As Einstein

taught us, the universal speed limit is the speed of light. And while that’s pretty fast, if a

big enough application is running on servers that are even a fairly short physical distance

away, the total “latency”--or amount of time lag that it takes a message to travel from the

user to the cloud-based server and back--can become significant enough to be a deal-

breaker. Consequently, you don’t see a totally cloud-based version yet of many forms of

software, such as digital recording. This is also an issue in financial services, with some

trading platforms that require a massive pace and volume of transactions, and where

even a split-second delay can cost companies millions in lost investment opportunities. 

This isn’t to say that these challenges can’t be overcome. Well...the speed of light can’t be

overcome, but there are certainly plenty of smart people working their way around the

issues it presents.
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Amazon vs. Google vs. the universe

We’ve only scratched the surface of cloud computing, and in fact some very smart people

would say that this is a gross oversimplification. But we find that if people don’t get this

initial concept about the cloud--that it’s really a strategy that says it’s better for users to

access an app over the internet--then it’s very easy to get lost in what quickly becomes a

very convoluted discussion when you get into things like scaling, legacy infrastructure

and so forth. We haven’t talked about the major cloud providers like Google, AWS,

Microsoft, or for that matter what it means to be a “provider”...but we’ll get into that soon.

In the meantime, here’s a something to think about: AWS and Google aren’t really cloud

companies, because they actually ARE the cloud (a massive portion of the world’s internet

resides on their servers). 

Section 3: Hybrid IT in plain english

As the smoke clears from the fevered discussion on The Cloud, the term “hybrid IT” has

emerged as a new rallying cry for IT departments worldwide. It may, in fact, be

considered a tempered view of cloud computing--one that takes a more realistic stock of

some of the challenges associated with moving all of an organization’s computing

resources to the cloud.

As you may recall from the last chapter, the cloud isn’t actually a place but rather a

strategy in which you run your applications on someone else’s computers in someone

else’s datacenter (usually AWS, Google or Microsoft). In theory at least, this saves lots of

money, gives you more flexibility, and allows you to focus your business on your core

competencies, rather than running a datacenter. In practice, companies have found that

moving to the cloud can be difficult, and impractical in many cases (and it doesn’t always

save money, but that’s a different story). Despite all this, the arguments for going to the

cloud are sound, and there’s general agreement that the cloud is where IT infrastructure is

going to go eventually, if not in the near future. 

Hybrid IT: the best of both worlds...hopefully

In the meantime businesses find themselves in something of an in-between zone, where

they run some of their resources on-premise, but also run a significant portion of their

resources in the cloud--otherwise known as a “hybrid” approach to IT. Think about it like 
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hybrid cars, for instance, where you’re hoping to get the strengths of two different engine

concepts models--combustion, and electric power. The assumption is that neither is ideal

yet, but that if you combine them you get something that’s better than either of them

could provide alone. The same goes for hybrid IT, where you’re hoping to both minimize

the weaknesses and maximize the strengths of two very different models--the cloud and

on-premises.

In addition to running resources in the cloud and on-premises, hybrid IT may also involve

using what’s referred to as a “private cloud”. Conceptually this is a bit murky, because it

sits somewhere in between the cloud and an on-premise datacenter, and there’s some

disagreement as to what the term actually means. In many cases, a private cloud involves

renting resources from a vendor, such as HPE, VMWare, Oracle, IBM or Dell EMC, and

running IT operations on their infrastructure. The main difference between this kind of

private cloud and the “public cloud” (which is usually just referred to as “the cloud”), is that

the hardware is reserved entirely for that one company, whereas in the public cloud, you

might have resources from one company running on the same hardware with other

companies (often referred to as a “multi-tenant” approach). Companies may go this route

for security reasons, or because it makes it easier to comply with government regulations.

There are also private cloud models that are run entirely by the companies themselves,

although it’s arguable that this isn’t really cloud computing, because you’re saddled with

all the same responsibility and baggage that going to the cloud is supposed to help you

shed. 

Slowly inching into the swimming pool when the water is too cold to dive in

For IT, the hybrid model allows something of a safety net. They can move applications

and infrastructure to the cloud at their own pace without upending business processes or

exposing the company to too much risk at any one time (such as the risk that moving a

critical application will cause it be unavailable longer than anticipated, or that when it gets

moved to the cloud it doesn’t work as well, or that your data is exposed to a breach).  It

allows IT departments to play around with the concept without diving in head-first, thus

they can start to gain some of the benefits of cloud computing even if they’re not ready to

fully commit.

In reality, just about every major company has a mix of resources running in the cloud and
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on-premises, begging the question, if this is what pretty much all IT looks like nowadays,

why not refer to hybrid IT as just plain “IT”? When put into practice correctly, hybrid IT isn’t

just that resources are run in “mixed” environments, but that everything--whether in the

cloud or on-premise (in company-owned data centers)--is run as a single, centralized

system. This is similar to the concept of virtualization, and hybrid IT does in fact rely on no

small degree of virtualization to work. 

Ideally, for the folks who depend on the various applications, the complex hybrid

infrastructure--though it may in reality reside even in different continents--appears like a

single, seamless infrastructure. What’s more, in the perfect hybrid world, you’d be able to

use the public cloud to expand or supplement computing power for applications that are

running on-premise, a strategy that could be very useful for companies that aren’t entirely

sure how much computing power they’ll need. 

If that sounds tricky, it’s because it is. It introduces a lot of complexity around issues like

connectivity, governance, billing, vendor management, and generally requires new skill

sets and culture shifts, as the principles of cloud and on-premises computing are quite

different. Not surprisingly, there’s a vast array of consultancies that are dedicated to

helping companies run effective hybrid IT environments. With that said, hybrid IT is going

to be the preferred model for some time for the simple reason that going 100 percent

cloud-based isn’t feasible for most organizations, no matter how much they may want to,

so we can expect those consultancies to stay busy!

A Beginner’s Guide to Enterprise Data



Section 1: The basic stuff of machine learning 

By now anyone who reads virtually any trade magazine has been hearing incessantly about
how machine learning is going to transform their industry in profound ways. Marketers will be
able to read potential customers’ minds, farms will produce unprecedented yields, doctors
will be able to stem diseases before they begin to form. And of course, we’ve all heard how
machine learning will eventually take our jobs. It may very well be said of machine learning
that there never have been so many wild predictions made about something which the
majority of the public knows so little. So what exactly is machine learning? And what can we
reasonably expect in the next ten years? And of course the question that has been plaguing
us all: will the machines rise up and destroy us?

Machine learning is a form of AI that involves the attempt to get computers to perform actions
without being explicitly programmed to do so. At least that’s the common thinking--it’s more 
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or less true, but also leaves you with an inflated perspective of the actual state of

machine learning. There’s an alternate definition that’s less sexy, but much more

informative. While traditional hardened programs rely on precise instructions and rigid

criteria for carrying out actions, machine learning algorithms can take action based on

flexible probabilities, which can be “weighted” (or altered in importance) by data intake.

This will make a little more sense after a few examples.

Will the real Pinocchio please stand?

Machine learning divided into two basic categories of algorithms. The first is supervised

learning, which involves “training” the algorithm with data to develop the ability to

recognize certain patterns within data, in order to categorize or predict. For example, if

you wanted to write a program that recognized photos of Pinocchio, you might feed it a

thousand pictures, 500 with Pinocchio, and 500 with other random people, indicating

“Pinocchio”, or “Not Pinocchio” for each observation. With each observation, it would learn

a little bit more, eventually being able to distinguish between Pinocchio and other long-

nosed characters like Scrooge or Gonzo from The Muppets. The algorithm, for instance,

might assign a 90 percent probability that the character in the photo was Pinocchio. 

This is similar to how you might train a toddler to recognize categories of things--the

difference, of course, being that the algorithm can ingest training data much more quickly.

We see the applications of this all over the place, from voice recognition to types of fraud

detection that involve pattern recognition, with Regression, Support Vector Machines,

Bayes and decision trees being popular algorithm types.

A second category of machine learning is known as “unsupervised learning”. It’s a bit more

esoteric, and it’s sometimes easier to understand by first explaining how it differs from

supervised learning. If supervised learning is compared to explaining to someone how to

navigate from LA to NYC by showing them a bunch of maps, and then turning them loose

and letting them make the trip, unsupervised learning is more like a Lewis and Clark

expedition, where you send them out to create their own map of the landscape.

Unsupervised learning algorithms such as k-means are often used to categorize data into

groups according to similarities. When your 2-year old child goes rummaging through

your kitchen, he or she is engaging in unsupervised learning as it makes sense of a host of

shiny new objects.
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Will the long-nosed talking wooden puppet please stand?

Another way to think about the difference between supervised and unsupervised learning

is that in supervised learning, you already know what the data is and you’re telling the

application as much. Back to the Pinocchio example, you already know what our wooden

friend looks like--you’ve labeled the data. In unsupervised learning, the data isn’t labeled-

-you’re turning the algorithm loose, in a sense, and letting it swim around in a dataset until

it starts to make sense of it. So if you gave it 1000 pictures of characters--500 of them

different representations of Pinocchio, and 500 of them other random characters, none of

them who were the same--and you asked the algorithm to identify the character that was

the same, the percentage of photos of “Pinocchio” correctly lumped in the same category

would demonstrate the success of your algorithm. 

From this starting point, machine learning starts to branch off into more complex, and very

exciting territories which combine and build on various aspects of supervised and

unsupervised learning. Deep learning, for instance, attempts to mimic the human brain by

layering one abstraction on top of another. Think of, for example, how a child first learns

to distinguish between an animal and a stuffed animal, and then later learns to distinguish

between a dog and a cat, a mammal and a reptile, and on to more complex classifications

(which eventually form the basis of more complex decisions, like whether or not to pet

that dog that’s foaming at the mouth).   

Will the machines rise up and destroy us?

With the likes of the late Stephen Hawking, Elon Musk and Mark Zuckerberg heatedly

debating this, I’m not going to offer any opinion on the matter. Maybe they will, or perhaps

they won’t. But, it is informative to look at where we currently stand in our progress

toward intelligent machines (which may or may not rule the world). 

Arend Hintze of Michigan State came up with 4 classifications of AI, including ‘reactive

machines’, where algorithms react to data they’re being fed but have no ability to

contextualize; ‘limited memory’, where past experiences begin to inform decisions; ‘theory

of mind’ where computers start to recognize that others have beliefs, desires and

intentions; and ‘self-awareness’ where computers become sentient beings--like C3PO,

HAL or, heaven forbid, Skynet.

A Beginner’s Guide to Enterprise Data



37MSR Communications

So where are we today? As far as we know, we’re still in the “Limited Memory” stage. How

long will it be until we cross the next chasm? It’s impossible to say, but we do see things

progressing fast. Arguably, the Turing Test for artificial intelligence was passed a few

years ago by the Eugene Goostman program (though this claim has been heatedly

contested). What is incontestable, however, is that corporations and governments are

pouring billions of dollars into research on how this technology can be applied to just

about every sector of business and life. Clearly, we are about to see some pretty amazing

things from machine learning. Anticipate that before too long, machine learning

algorithms will not just be able to recognize Pinocchio, but also to spot whether or not

he’s lying even before his nose grows!

Section 2: Selecting the right approach to data analysis

The terms “machine learning” and “data science” are often thrown around without any

understanding what kind of processes they’re actually describing. But to solve a business

problem, you have to have a general understanding of how the different approaches are

applied to different kinds of data.

Here’s the fundamental difference between data science and machine learning. Data

science is a discipline, just like being a dentist or an electrical engineer. Machine learning

is a tool used by people in that discipline to do their work. 

Machine learning falls into two general categories: predictive, and descriptive. Predictive

methods learn from the past to predict the future. The algorithm looks at a set of

variables, such as age, income, family size, and determines their effect on an outcome,

such as whether or not customers will buy, or how much they’ll be willing to spend on a

certain product. 

For example, if you’ve got a dataset that combines customer behavior, demographics and

geography with data that indicates whether or not they took a certain desired action (such

as downloading your app), you’ve got the makings of a predictive model. For example, if

we’ve got thousands of examples of someone who purchased a hang glider, it can

ascertain a profile of what a consumer who is likely to purchase a hang glider actually

looks like--their demographics, behaviors, etc.--and then make predictions on the 
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behavior of new customers.

Classification vs. regression: what we can learn from fortune-tellers

The two basic predictive approaches are Classification and Regression, and which road

you take really depends on your data, and what kind of prediction you want to make.

Here’s an even simpler way to understand it. If you went to a fortune-teller and asked her

to predict whether or not you’ll get married, you’d be asking for a classification prediction.

On the other hand, if you asked her to tell you how old you’ll be when you get married,

that’s a continuous prediction.

If you need to predict a category--like whether someone will buy a car, or if they’re going

to buy a car, what kind are they most likely to buy (car, truck, SUV, etc.)--you need a

Classification model, like Random Forest, Neural Networks (sometimes described as

‘Deep Learning), or Naive Bayes. You’ll hear fancy words like “discrete” thrown around.

This means that the data is being really, really careful. JUST KIDDING! It basically just

means that the data fits into one of a specified number of categories. 

Regression: I was Joan of Arc in a past life

On the other hand, you could also be looking to make a prediction that’s “continuous”. To

understand the difference between continuous and classification, let’s look at a person’s

age. If you’re trying to decide whether someone is “young”, “middle aged”, “middle aged

but in denial about being middle-aged”, “old”, or “really old”, you’re looking at specific and

discrete categories. If, on the other hand, you’re trying to predict their actual numerical

age, that’s what’s known as ‘continuous’.

Think of continuous data as a sliding scale--your pointer could be anywhere on that scale.

Theoretically, there would be an infinite number of points on any scale. For example, a

person doesn’t just go from being 35 to 36 years old. You might be 35.00001 years old. Or,

you might be 35.99999999999999999999999999999999999999999999 years old.

Anyway, you get the picture--continuous data isn’t confined to a specific category--it’s

described as a number.

One major approach to a continuous prediction is Regression. On late night talk radio, this

is when a person discovers under hypnosis that they were Joan of Arc in a past life, or that 

A Beginner’s Guide to Enterprise Data



39MSR Communications

they were at one time abducted by aliens. Next to that, the kind of Regression that data

scientists use sounds a little bit dull--but it’s actually very exciting, trust me! With

regression, you’re using the past to great some kind of a model with which we can predict

the future. If you ever took high school algebra, you’ve actually done this before when you

created graphs based on equations. With machine learning, computers are doing this with

data that’s too complicated for humans to do by hand in any reasonable amount of time.

BTW: Predictive analytics is synonymous with supervised learning, which we discussed in

the previous chapter. 

Descriptive analytics: what it is

Generally speaking descriptive analytics involves finding structure and patterns in data. 

Note: descriptive analytics is different from descriptive statistics, which is just gathering

initial info about the data, such as averages, ranges, etc. (and if you ever want to impress

your friends, tell them about kurtosis). 

And actually, a lot times in business the “analytics” in question are actually descriptive

statistics. However, machine learning takes the description much, much further, into

depths that can’t be probed with Excel spreadsheets (not to say that you can’t do plenty

with a spreadsheet, you can just do more with machine learning). 

Clustering, for instance allows us to organize the data into groups which appear to have

something in common with each other. For example, if you’ve got a bunch of data on

potential customers, Clustering can help you divide them into groups--it’s actually used in

marketing for customer segmentation. 

Dependency analysis

Dependency analysis is a machine learning technique that kind of spans both predictive

and descriptive approaches. With a method like Association Rules, for instance, the

algorithm searches through your data and finds hidden connections. This becomes quite

helpful to marketers who are interested in finding shopping patterns. For instance,

retailers use it to make recommendations. Their models might show them that if someone

bought Lord of the Rings and Star Wars, they’re 10 times as likely to purchase Planet of 
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the Apes. Amazon and Netflix are doing dependency analysis out the ying yang, as you

may have guessed by now.

Parametric vs. non-parametric data

And finally, the moment you’ve been waiting for as no discussion would be complete

without mentioning the difference between parametric and non-parametric data! Well,

maybe you haven’t been waiting for this moment, but it’s good to know anyway.

“Parametric” is a fancy way of saying that the data can be described by some sort of pre-

existing model, such as a line or a curve. Regression typically requires parametric data. 

A lot of data gathered from real life can’t be described neatly though, and  doesn’t

conform to any neatly predefined structure. If that’s the case, you’re dealing with non-

parametric data, and you may need something like Decision Trees, Random Forests, or

Deep Learning to analyze it. 

We’ve only listed a few actual machine learning methods here, and in fact a lot of these

methods can be used in multiple ways--there’s a lot of crossover between them. But the

important part to understand is that the type of data you have available, the kind of

question you’re trying to answer, and the nature of the answer that you need to get.

Section 3: How they do it: understanding the data mining process

Data mining, or the process of drawing patterns from an organization's data, is something

of the wild west right now, with new technologies and techniques popping up faster than

speeding tickets. So, it might surprise you to know that there is an industry standard

process for data mining, referred to as CRISP-DM, intended to provide a comprehensive

blueprint for conducting a data mining project. CRISP-DM reduces everything to six

phases:

Phase one: business understanding. As you peruse Big Data analytics literature, you’ll

see all kinds of warnings about not diving into analysis before you know what you want to

accomplish. This all relates back to this first phase of the data mining life cycle, where you

understand the business problem you’re trying to solve. This is also why turning a group

of computer science graduates loose without any input from business experts will 
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typically not produce meaningful analytics. During this phase, you determine the business

objectives, assess the situation (including what data you have available to analyze),

determine the project goals (as well as defining success), and make a game plan. Are you

trying to make one of your products or services better? Do you need to better identify

customers who will purchase more? The answers to these questions often guide every

other phase of the data mining lifecycle.

Phase two: data understanding. There’s a lot of talk about simplifying Big Data analytics

using AI to make it so that computer programs just tell us what data means. In reality, data

in its raw form, or frankly even in its refined form, requires a human eye to even start

mining for insight, much less draw meaningful conclusions. This starts with an analyst

taking a high level look, where they may discover initial insights and start to form a

hypothesis. Additionally, they may notice problems with data quality. All of this requires a

bit of domain expertise. For instance, someone unfamiliar with media metrics would not

necessarily know that “audience reach” and “UMV” are measuring similar things, and

including them both in a data model will probably render its insights meaningless. The

analyst will also have a hunch regarding what is relevant, and things that simply defy

common sense and therefore are probably either a mistake or such an extreme anomaly

that they don’t belong in the model (such as a dataset with Los Angeles housing prices

showing one in Beverly Hills selling for $350K).
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Phase three: data preparation. Sadly most datasets are not ready to be fed into analytics

or machine learning algorithms. They typically come with all kinds of problems--from

inconsistent formatting to missing values--that basically make it so that your computer

model will return an error rather than a result. A single unexpected ‘$’ or ‘%’ can render the

model useless. So data scientists, architects and engineers have to spend significant time

rectifying this before they can go any further (often referred to as ‘data cleansing’).

Beyond this, there’s also the issue of deciding what portions of the data are relevant to the

objectives of the project, and understanding what volume of data your tools can handle.  

The data that you need might not come in one handy dataset--it might come from dozens

of data sources, and need to be assembled into a single table to answer your questions.

Some of this is done using SQL, while some actions require more sophisticated

techniques using developer languages like Python. 

Phase four: modeling. This is probably the most esoteric phase, where you decide what

kind of algorithms or ‘modeling techniques’ you’ll employ. For the most part, it’s the

domain of data scientists and machine learning engineers, and not something that makes

its way into business conversations. However, many of the terms that get thrown around

in the popular press, such as ‘deep learning’ and ‘natural language processing’ are

actually describing modeling techniques. 

In fact, you might already be familiar with machine learning modeling at a high level. If

you took high school algebra, you have a sense for what it looks like. Remember graphing

lines based on linear equations (e.g. y = 2x + 3)? That is actually a form of machine learning

called “regression”--it’s quite an important one too, and is used to make all kinds of

predictions. A regression-based machine learning model would generate the equation,

and your prediction, ‘y’, would depend on the value of ‘x’.

Phase five: evaluation. At this point, the analyst team will evaluate the model, or models,

before moving forward, asking such questions as: How predictive is it? Does it answer the

questions we sought to answer from the start of the project? Is it accurate enough for our

purposes? Could we do anything to make it better? Can the model be repeated and

integrated into business processes?
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Phase six: deployment. Most analytics projects involving data mining aren’t intended to

be one-offs. Rather, the intent is to integrate them into organizational or business

practices. For instance, if you created a model that predicted with 80 percent accuracy

when a customer is likely to leave your service and switch to a competitor’s service, you’d

want to somehow build this into the workflow of your sales and marketing teams, so that

they could be automatically notified when a customer is at high risk of churn. To do this,

your data science team would work together with the software development team to

build this capability into your software architecture. This is often referred to as

‘operationalizing’ your analytics model. 

CRISP-DM isn’t the only model, and in fact alternate models like TDSP (Team Data

Science Process) are gaining steam. However, CRISP-DM is still the dominant process.
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